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abstract
We present a system that can reconstruct 3D geometry 
from large, unorganized collections of photographs such 
as those found by searching for a given city (e.g., Rome) on 
Internet photo-sharing sites. Our system is built on a set 
of new, distributed computer vision algorithms for image 
matching and 3D reconstruction, designed to maximize 
parallelism at each stage of the pipeline and to scale grace-
fully with both the size of the problem and the amount of 
available computation. Our experimental results demon-
strate that it is now possible to reconstruct city-scale image 
collections with more than a hundred thousand images in 
less than a day.

1. intRoDuction
Amateur photography was once largely a personal endeavor. 
Traditionally, a photographer would capture a moment on 
film and share it with a small number of friends and family 
members, perhaps storing a few hundred of them in a shoe-
box. The advent of digital photography, and the recent growth 
of photo-sharing Web sites such as Flickr.com, have brought 
about a seismic change in photography and the use of photo 
collections. Today, a photograph shared online can poten-
tially be seen by millions of people.

As a result, we now have access to a vast, ever-growing 
collection of photographs the world over capturing its cit-
ies and landmarks innumerable times. For instance, a 
search for the term “Rome” on Flickr returns nearly 3 mil-
lion photographs. This collection represents an increasingly 
complete photographic record of the city, capturing every 
popular site, façade, interior, fountain, sculpture, paint-
ing, and café. Virtually anything that people find interesting 
in Rome has been captured from thousands of viewpoints 
and under myriad illumination and weather conditions. For 
example, the Trevi Fountain appears in over 50,000 of these 
photographs.

How much of the city of Rome can be reconstructed in 
3D from this photo collection? In principle, the photos of 
Rome on Flickr represent an ideal data set for 3D modeling 
research, as they capture the highlights of the city in exqui-
site detail and from a broad range of viewpoints. However, 
extracting high quality 3D models from such a collection is 
challenging for several reasons. First, the photos are unstruc-
tured—they are taken in no particular order and we have no 
control over the distribution of camera viewpoints. Second, 
they are uncalibrated—the photos are taken by thousands 
of different photographers and we know very little about 
the camera settings. Third, the scale of the problem is 

 enormous—whereas prior methods operated on hundreds 
or at most a few thousand photos, we seek to handle collec-
tions two to three orders of magnitude larger. Fourth, the 
algorithms must be fast—we seek to reconstruct an entire 
city in a single day, making it possible to repeat the process 
many times to reconstruct all of the world’s significant cul-
tural centers.

Creating accurate 3D models of cities is a problem of 
great interest and with broad applications. In the govern-
ment sector, city models are vital for urban planning and 
visualization. They are equally important for a broad range 
of academic disciplines including history, archeology, geog-
raphy, and computer graphics research. Digital city models 
are also central to popular consumer mapping and visual-
ization applications such as Google Earth and Bing Maps, 
as well as GPS-enabled navigation systems. In the near 
future, these models can enable augmented reality capabili-
ties which recognize and annotate objects on your camera 
phone (or other) display. Such capabilities will allow tour-
ists to find points of interest, driving directions, and orient 
themselves in a new environment.

City-scale 3D reconstruction has been explored previ-
ously.2, 8, 15, 21 However, existing large scale systems operate 
on data that comes from a structured source, e.g., aerial 
photographs taken by a survey aircraft or street side imagery 
captured by a moving vehicle. These systems rely on photo-
graphs captured using the same calibrated camera(s) at a 
regular sampling rate and typically leverage other sensors 
such as GPS and Inertial Navigation Units, vastly simplify-
ing computation. Images harvested from the Web have none 
of these simplifying characteristics. Thus, a key focus of our 
work has been to develop new 3D computer vision tech-
niques that work “in the wild,” on extremely diverse, large, 
and unconstrained image collections.

Our approach to this problem builds on progress made 
in computer vision in recent years (including our own recent 
work on Photo Tourism18 and Photosynth), and draws from 
many other areas of computer science, including distrib-
uted systems, algorithms, information retrieval, and scien-
tific computing.

2. stRuctuRe fRom motion
How can we recover 3D geometry from a collection of 
images? A fundamental challange is that a photograph is a 
two-dimensional projection of a three-dimensional world. 
Inverting this projection is difficult as we have lost the depth 
of each point in the image. As humans, we can experience 
this problem by closing one eye, and noting our diminished 

The original version of this paper was published in the 
Proceedings of the 2009 IEEE International Conference on 
Computer Vision.

a This work was done when the author was a postdoctoral researcher at the 
University of Washington.
b Part of this work was done when the author was a graduate student at the 
University of Washington.
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depth perception. Fortunately, we have two eyes, and our 
brains can estimate depth by correlating points between 
the two images we perceive. This gives us some hope that 
from multiple photos of a scene, we can recover the shape 
of that scene.

Consider the three images of a cube shown in Figure 
1a. We do not know where these images were taken, and 
we do not know a priori that they depict a specific shape 
(in this case, a cube). However, suppose we do know that 
the corners of the cube as seen in the images, i.e., the 2D 
projections of the 3D corners, are in correspondence: we 
know that the 2D dots with the same color correspond to 
the same 3D points. This correspondence gives us a power-
ful set of constraints on the 3D geometry of the cameras 
and points.10 One way to state these constraints is that 
given scene geometry (represented with 3D points) and 
camera geometry (a 3D position and orientation for each 
camera), we can predict where the 2D projections of each 
point should be in each image via the equations of perspec-
tive projection; we can then compare these projections to 
our original measurements.

Concretely, let Xi, i = 1,…, 8 denote the 3D positions of the 
corners of the cube and let Rj , cj , and fj ,  j = 1, 2, 3 denote the 

orientation, position, and the focal length of the three cam-
eras. Then if xi j is the image of point Xi in image j, we can 
write down the image formation equations as

 xij  =  fj ∏ (Rj (Xi  –  cj)), (1)

where P is the projection function: P(x, y, z) = (x/z, y/z). The 
Structure from Motion (SfM) problem is to infer Xi, Rj, cj, and fj 
from the observations xi j.

The standard way to do this is to formulate the problem as 
an optimization problem that minimizes the total squared 
reprojection error:

  (2)

Here, i ∼ j indicates that the point Xi is visible in image j. An 
example reconstruction, illustrating reprojection error, is 
shown in Figure 1. While this toy problem is easily solved, 
(2) is in general a difficult nonlinear least squares problem 
with many local minima, and has millions of parameters in 
large scenes. Section 5 describes the various techniques we 
use to solve (2) at scale.

3. the coRResPonDence PRoBLem
In the cube example above, we assumed that we were given 
as input a set of 2D correspondences between the input 
images. In reality, these correspondences are not given 
and also have to be estimated from the images. How can we 
do so automatically? This is the correspondence problem.

To solve the correspondence problem between two 
images, we might consider every patch in the first image and 
find the most similar patch in the second image. However, 
this algorithm quickly runs into problems. First, many 
image patches might be very difficult to match. For instance, 
a patch of clear blue sky is very challenging to match 
 unambiguously across two images, as it looks like any other 
patch of sky, i.e., it is not distinct. Second, what happens if 
the second image is taken at a different time of day or with a 
different level of zoom?

The last 10 years have seen the development of algo-
rithms for taking an image and detecting the most dis-
tinctive, repeatable features in that image. Such feature 
detectors not only reduce an image representation to 
a more manageable size, but also produce much more 
robust features for matching, invariant to many kinds 
of image transformations. One of the most success-
ful of these detectors is SIFT (Scale-Invariant Feature 
Transform).13

Once we detect features in an image, we can match 
 features across image pairs by finding similar-looking 
 features. While exhaustive matching of all features 
between two images is prohibitively expensive, excellent 
results have been reported with approximate nearest 
neighbor search18; we use the ANN library.3 For each pair 
of images, the features of one image are inserted into a 
k-d tree and the features from the other image are used as 
queries. For each query if the nearest neighbor returned 
by ANN is sufficiently far away from the next nearest 
neighbor, it is declared a match.13

Camera 1

(a)

(b) Camera 2

Camera 3

figure 1. (a) three images of a cube, from unknown viewpoints. 
the color-coded dots on the corners show the known 
correspondence between certain 2D points in these images;  
each set of dots of the same color are projections of the same  
3D point. (b) a candidate reconstruction of the 3D points  
(larger colored points) and cameras for the image collection 
shown above. each image in the collection has an associated 
position and orientation. this reconstruction largely agrees  
with the observed 2D projections; when the red 3D point is 
projected into each image (depicted with the dotted lines),  
the predicted projection is close to the observed one. in the case  
of camera 3 the projection is slightly off; the resulting residual  
is called the reprojection error, and is what we seek to minimize.
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Despite their scale invariance and robustness to appear-
ance changes, SIFT features are local and do not contain 
any global information about the image or about the loca-
tion of other features in the image. Thus feature matching 
based on SIFT features is still prone to errors. However, 
since we assume that we are dealing with rigid scenes, 
there are strong geometric constraints on the locations of 
the matching features and these constraints can be used to 
clean up the matches. In particular, when a rigid scene is 
imaged by two pinhole cameras, there exists a 3 × 3 matrix 
F, the Fundamental matrix, such that corresponding points 
xij and xik (represented in homogeneous coordinates) in two 
images j and k satisfy10:

  (3)

A common way to impose this constraint is to use a greedy 
randomized algorithm to generate suitably chosen ran-
dom estimates of F and choose the one that has the larg-
est support among the matches, i.e., the one for which the 
most matches satisfy (3). This algorithm is called Random 
Sample Consensus (RANSAC)6 and is used in many com-
puter vision problems.

4. citY-scaLe matchinG
Section 3 describes how to find correspondences between 
a pair of images. However, given a large collection with 
tens or hundreds of thousands of images, our task is to 
find correspondences spanning the entire collection. One 
way to think about this image matching problem is as a 
graph estimation problem where we are given a set of ver-
tices corresponding to the images and we want to discover 
the set of edges connecting them. In this graph an edge 
connects a pair of images if and only if they are looking at 
the same part of the scene and have a sufficient number of 
feature matches between them. We will call this graph the 
match graph.

A naive way to determine the set of edges in the match 
graph is to perform all O(n2) image matches; for large col-
lections, however, this is not practical. For a set of 100,000 
images, this translates into 5,000,000,000 pairwise com-
parisons, which with 500 cores operating at 10 image 
pairs per second per core would require about 11.5 days 
to match, plus all of the time required to transfer the 
image and feature data between machines. Further, even 
if we were able to do all these pairwise matches, it would 
be a waste of computational effort since an overwhelming 
majority of the image pairs do not match, i.e., the graph is 
sparse. We expect this to be the case for images from an 
entire city.

Instead, our system uses a multiround scheme: in 
each round we propose a set of edges in the match graph, 
then verify each edge through feature matching. If we 
find more than a minimum number of features, we keep 
the edge; otherwise we discard it. Thus, the problem 
reduces to that of formulating a method for quickly predict-
ing when two images match. We use two methods to gener-
ate proposals: whole image similarity and query expansion.

4.1. Whole image similarity
A natural idea is to come up with a compact representation 
for computing the overall similarity of two images, then use 
this metric to propose edges to test.

For text documents, there are many techniques for 
quickly comparing the content of two documents. One com-
mon method is to represent each document as a vector of 
weighted word frequencies11; the distance between two such 
vectors is a good predictor of the similarity between the cor-
responding documents.

Inspired by this work in document analysis, computer 
vision researchers have recently begun to apply similar 
techniques to visual object recognition with great suc-
cess.5, 14, 16, 17 The basic idea is to take the SIFT features in a 
collection of photos and cluster them into “visual words.” 
By treating the images as documents consisting of these 
visual words, we can apply the machinery of document 
retrieval to efficiently match large data sets of photos. We 
use a fast tree-structured method for associating visual 
words with image features.14 Each photo is represented as 
a sparse histogram of visual word which we weight using 
the well-known “Term Frequency Inverse Document 
Frequency” (TFIDF) method11; we compare two such his-
tograms by taking their inner product. For each image, 
we determine the k1 + k2 most similar images, and verify 
the top k1 of these. This forms the proposals for the first 
round of matching.

At this stage, we have a sparsely connected match 
graph. To derive the most comprehensive reconstruction 
possible, we want a graph with as few connected compo-
nents as possible. To this end, we make further use of the 
proposals from the whole image similarity to try to con-
nect the various connected components in this graph. For 
each image, we consider the next k2 images suggested by 
the whole image similarity and verify those pairs which 
straddle two different connected components. We do 
this only for images which are in components of size two 
or more.c

4.2. Query expansion
After performing the two rounds of matching based on 
whole image similarity, we have a sparse match graph, but 
this graph is usually not dense enough to reliably produce 
a good reconstruction. To remedy this, we use another 
idea from text and document retrieval research—query 
expansion.5

In its original form, query expansion takes a set of docu-
ments that match a user’s query, then queries again with 
these initial results, expanding the initial query. The final 
results are a combination of these two queries. If we define 
a graph on the set of documents (including the query), with 
similar documents connected by an edge, then query expan-
sion is equivalent to finding all vertices that are within two 
steps of the query vertex.

In our system, for every vertex j in the match graph, if 
 vertices i and k are connected to j, we propose that i and k are 
also connected, and verify the edge (i, k). This process can be 

c We use k1 = k2 = 10 in all our experiments.
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repeated a fixed number of times or until the match graph 
converges.

4.3. Distributed implementation
We now consider a distributed implementation of the ideas 
described above. Our matching system is divided into three 
distinct phases: (1) pre-processing (Section 4.3.1), (2) veri-
fication (Section 4.3.2), and (3) track generation (Section 
4.3.3). The system runs on a cluster of computers (nodes) 
with one node designated as the master node, responsible 
for job scheduling decisions.

4.3.1. Preprocessing and feature extraction
We assume that the images are available on a central store 
from which they are distributed to the cluster nodes on 
demand in chunks of fixed size. Each node down-samples 
its images to a fixed size and extracts SIFT features. This 
automatically performs load balancing, with more power-
ful nodes receiving more images to process. This is the only 
stage requiring a central file server; the rest of the system 
operates without using any shared storage.

At the end of this stage, the set of images (along with their 
features) has been partitioned into disjoint sets, one for 
each node.

4.3.2. Verification and detailed matching
The next step is to propose and verify (via feature matching) 
candidate image pairs, as described in Section 3.

For the first two rounds of matching, we use the whole 
image similarity (Section 4.1), and for the next four rounds 
we use query expansion (Section 4.2).

If we consider the TFIDF vectors corresponding to the 
images to be the rows of a huge matrix T, then the process 
of evaluating the whole image similarity is equivalent to 
evaluating the outer product S = TT ′. Each node in the clus-
ter evaluates the block of rows corresponding to its images, 
chooses the top k1 + k2 entries in each row and reports them 
to the master node. Query expansion is a simple and cheap 
enough operation that we let the master node generate 
these proposals.

If the images were all located on a single machine, veri-
fying each proposed pair would be a simple matter of run-
ning through the set of proposals and performing SIFT 
matching, perhaps paying some attention to the order of 
the verifications so as to minimize disk I/O. However, in 
our case, the images and features are distributed across 
the cluster. Asking a node to match the image pair (i, j) 
may require it to fetch the image features from two other 
nodes of the cluster. This is undesirable due to the large 
difference between network transfer speeds and local disk 
transfers, as well as creating work for three nodes. Thus, 
the candidate edge  verifications should be distributed 
across the network in a manner that respects the locality 
of the data.

We experimented with a number of approaches with sur-
prising results. Initially, we tried to optimize network trans-
fers before performing any verification. In this setup, once the 
master node knows all the image pairs that need to be  verified, 
it builds another graph connecting image pairs which share 

an image. Using MeTiS,12 this graph is partitioned into as 
many pieces as there are compute nodes. Partitions are then 
matched to the compute nodes by solving a linear assignment 
problem that minimizes the number of network transfers 
needed to send the required files to each node.

This algorithm worked well for small problems, but 
not for large ones. Our assumption that verifying every 
pair of images takes the same constant amount of time 
was wrong; some nodes finished early and idled for up to 
an hour.

Our second idea was to over-partition the graph into 
small pieces, then parcel them out to nodes on demand. 
When a node requests a chunk of work, it is assigned the 
piece requiring the fewest network transfers. This strategy 
achieved better load balancing, but as the problem sizes 
grew, the graph we needed to partition became enormous 
and partitioning itself became a bottleneck.

The approach that gave the best result was to use a 
simple greedy bin-packing algorithm where each bin rep-
resents the set of jobs sent to a node. The master node 
maintains a list of images on each node. When a node asks 
for work, it runs through the list of available image pairs, 
adding them to the bin if they do not require any network 
transfers, until either the bin is full or there are no more 
image pairs to add. It then chooses an image (list of fea-
ture vectors) to transfer to the node, selecting the image 
that will allow it to add the maximum number of image 
pairs to the bin. This process is repeated until the bin is 
full. A drawback of this algorithm is that it can require mul-
tiple sweeps over all the remaining image pairs: for large 
problems this can be a bottleneck. A simple solution is to 
consider only a fixed sized subset of the image pairs for 
scheduling. This windowed approach works very well in 
practice and our experiments use this method.

4.3.3. Track generation
Until now, we have only compared two images at a time. 
However, when a 3D point is visible in more than two 
images and the features corresponding to this point have 
been matched across these images, we need to group these 
features together so that the geometry estimation algorithm 
can estimate a single 3D point from all the features. We call 
a group of features corresponding to a single 3D point a fea-
ture track (Figure 2); the final step in the matching  process 
is to combine all the pairwise matching information to 

figure 2: a track corresponding to a point on the face of the central 
statue of oceanus (the embodiment of a river encircling the world in 
Greek mythology).
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 generate consistent tracks across images.
The problem of track generation can be formulated as 

the problem of finding connected components in a graph 
where the vertices are the features in all the images and 
edges connect matching features. Since the matching 
information is stored locally on the compute node where 
the matches were computed, the track generation process 
is distributed and proceeds in two stages. First, each node 
generates tracks from its local matching data. This data is 
gathered at the master node and then broadcast over the 
network to all the nodes. Second, each node is assigned a 
connected component of the match graph (which can be 
processed independently of all other components), and 
stitches together tracks for that component.

5. citY-scaLe sfm
Once the tracks are generated, the next step is to use a SfM 
algorithm on each connected component of the match 
graph to recover the camera poses and a 3D position for 
every track.

Directly solving Equation 2 is a hard nonlinear optimi-
zation problem. Most SfM systems for unordered photo 
collections are incremental, starting with a small recon-
struction, then growing a few images at a time, triangulat-
ing new points, and doing one or more rounds of nonlinear 
least squares optimization (known as bundle adjustment20) 
to minimize the reprojection error. This process is repeated 
until no more images can be added. However, due to the 
scale of our collections, running such an incremental 
approach on all the photos at once was impractical.

To remedy this, we observed that Internet photo col-
lections by their very nature are redundant. Many photo-
graphs are taken from nearby viewpoints (e.g., the front of 
the Colosseum) and processing all of them does not nec-
essarily add to the reconstruction. Thus, it is preferable 
to find and reconstruct a minimal subset of photographs 
that capture the essential geometry of the scene (called a 
skeletal set in Snavely et al.19). Once this subset is recon-
structed, the remaining images can be added to the recon-
struction in one step by estimating each camera’s pose 
with respect to known 3D points matched to that image. 
This process results in an order of magnitude or more 
improvement in performance.

Having reduced the SfM problem to its skeletal set, 
the primary bottleneck in the reconstruction process is 
the solution of (2) using bundle adjustment. Levenberg–
Marquardt (LM) is the algorithm of choice for solving 
bundle adjustment problems; the key computational bot-
tleneck in each iteration of LM is the solution of a sym-
metric positive definite linear system known as the normal 
equations.

We developed new high-performance bundle adjust-
ment software that, depending upon the problem size, 
chooses between a truncated or an exact step LM algo-
rithm. In the first case, a preconditioned conjugate gra-
dient method is used to approximately solve the normal 
equations. In the second case, CHOLMOD,4 a sparse direct 
method for computing Cholesky factorizations, is used. 
The first algorithm has low time complexity per iteration, 

but uses more LM iterations, while the second converges 
faster at the cost of more time and memory per iteration. 
The resulting code uses significantly less memory than the 
state-of-the-art methods and runs up to an order of magni-
tude faster. The runtime and memory savings depend upon 
the sparsity of the linear system involved.1

6. muLtiVieW steReo
SfM recovers camera poses and 3D points. However, the 
reconstructed 3D points are usually sparse, containing only 
distinctive image features that match well across photo-
graphs. The next stage in 3D reconstruction is to take the 
registered images and recover dense and accurate models 
using a multiview stereo (MVS) algorithm.

MVS algorithms recover 3D geometric information 
much in the same way our visual system perceives depth 
by fusing two views. In the MVS setting, we may have many 
images that see the same point and could be potentially 
used for depth estimation. Figure 3 illustrates how a basic 
algorithm estimates a depth value at a single pixel. To 
recover a dense model, we estimate depths for every pixel 
in every image and then merge the resulting 3D points into 
a single model.

For city-scale MVS reconstruction, the number of photos 
is well beyond what any standard MVS algorithm can oper-
ate on at once due to prohibitive memory consumption. 
Therefore, a key task is to group photos into a small number 
of manageable sized clusters that can each be used to recon-
struct a part of the scene well.

Concretely, if we consider the SfM points as a sparse 
proxy for the dense MVS reconstruction, we want a cluster-
ing such that

1. Each SfM point is visible from enough images in a 
cluster.

2. The total number of clusters is small.
3. The size of each cluster is constrained to be lower than 

figure 3. a standard window-based multiview stereo algorithm. 
Given a pixel and an image window around it, we hypothesize a finite 
number of depths along its viewing ray. at each depth, the window is 
projected into the other images, and consistency among textures at 
these image projections is evaluated. at the true depth (highlighted 
in green), the consistency score is at its maximum.

Hypothesized
depths

Correct
depth

Wndow
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a certain threshold, determined by the memory limita-
tions of the machines.

The resulting clustering problem is a constrained dis-
crete optimization problem (see Furukawa et al.9 for algo-
rithmic details).

After the clustering, we solve for scene geometry 
within each cluster independently using a MVS algo-
rithm, and then combine the results.9 This strategy not 
only makes it possible to perform the reconstruction, but 
also makes it straightforward to do so in parallel on many 
processors.

7. eXPeRiments
We report the results of running our system on three city-
scale data sets downloaded from Flickr: Dubrovnik, Rome, 
and Venice.

The SfM experiments were run on a cluster of 62 nodes 
with dual quad-core processors, on a private network with 
1GB/s Ethernet interfaces. Each node had 32GB of RAM and 
1TB of local hard disk space with the Microsoft Windows 
Server 2008 64-bit operating system. For encoding the 
images as TFIDF vectors, we used a set of visual words, cre-
ated from 20,000 images of Rome. The images used to cre-
ate the visual word vocabulary were not used in any of the 
experiments.

Figure 4 shows reconstructions of the largest con-
nected components of these data sets. Due to space con-
siderations, only a sample of the results are shown here. 
Complete result are posted at http://grail.cs.washington.
edu/rome.

For whole image similarity proposals, the top k1 = 10 were 
used in the first verification stage, and the next k2 = 10 were 
used in the second component matching stage. Four rounds 
of query expansion were done. In all cases, the ratio of the 
number of matches performed to the number of matches 
verified starts dropping off after four rounds. Table 1 sum-
marizes statistics of the three data sets.

The SfM timing numbers in Table 1 bear some 
 explanation. It is surprising that running SfM on Dubrovnik 
took so much more time than for Rome, and is almost the 
same as Venice, both of which are much larger data sets. 
The reason lies in the structure of the data sets. The Rome 
and Venice sets are essentially collections of landmarks 
which mostly have a simple geometry and visibility struc-
ture. The largest connected component in Dubrovnik, on 
the other hand, captures the entire old city. With its com-
plex visibility and widely varying viewpoints, reconstruct-
ing Dubrovnik is a much more complicated SfM problem. 
This is reflected in the sizes of the skeletal sets associated 
with the largest connected components shown in Table 2.

Figure 4 also shows the results of running our MVS9 on 
city-scale reconstructions produced by our matching and 
SfM system. Figure 4 shows MVS reconstructions (ren-
dered as colored points) for St. Peter’s Basilica (Rome), 
the Colosseum (Rome), Dubrovnik, and San Marco Square 
(Venice), while Table 3 provides timing and size statistics.

The largest dataset—San Marco Square—contains 
14,000 input images which were processed into 67 

clusters and yielded 28 million surface points in less than 
3 h. While our system successfully reconstructs dense 
and high quality 3D points for these very large scenes, 
our models contain holes in certain places. For exam-
ple, rooftops where image coverage is poor, and ground 
planes where surfaces are usually not clearly visible. On 
the other hand, in places with many images, the recon-
struction quality is very high, as illustrated in the close-
ups in Figure 4.

8. Discussion
A search on Flickr.com for the keywords “Rome” or “Roma” 
results in over 4 million images. Our aim was to be able to 
reconstruct as much of the city as possible from these pho-
tographs in 24 h. Our current system is about an order of 
magnitude away from this goal. Since the original publica-
tion of this work, Frahm et al. have built a system that uses 
the massive parallelism of GPUs to do city scale reconstruc-
tions on a single workstation.7

In our system, the track generation, skeletal sets, 
and reconstruction algorithms are all operating on the 
level of connected components. This means that the larg-
est few components completely dominate these stages. 
We are currently exploring ways of parallelizing all three of 
these steps, with particular emphasis on the SfM system.

Another issue with the current system is that it pro-
duces a set of disconnected reconstructions. If the images 
come with geotags/GPS information, our system can try and 
 geo-locate the reconstructions. However, this information is 
frequently incorrect, noisy, or missing.

The runtime performance of the matching system 
depends critically on how well the verification jobs are 
distributed across the network. This is facilitated by 
the initial distribution of the images across the cluster 
nodes. An early decision to store images according to the 
name of the user and the Flickr ID of the image meant 
that most images taken by the same user ended up on the 
same cluster node. Looking at the match graph, it turns 
out (quite naturally in hindsight) that a user’s own pho-
tographs have a high probability of matching amongst 
themselves. The ID of the person who took the photo-
graph is just one kind of meta-data associated with these 
images. A more sophisticated strategy would exploit all 
the textual tags and geotags associated with the images 
to predict what images are likely to match distributing 
the data accordingly.

Finally, our system is designed with batch operation in 
mind. A more challenging problem is to make the system 
incremental.
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figure 4. from left to right, sample input images, structure from motion reconstructions, and multiview stereo reconstructions.
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